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I

PREFACE

 

am grateful to the readers of the first edition who provided feedback about errors
and made suggestions for improvement; your input has been extremely helpful. I
have corrected all typographical errors that were noticed in the first edition and
added some clarifications based on reader feedback. I welcome communication

from teachers, students, and readers; please email me at rmw@unh.edu with comments,
corrections, or suggestions. Instructor and student support materials are available for
download from www.sagepub.com/warner2e.

The following materials are available for instructors:
 

PowerPoint presentations that outline issues in each chapter and include all figures
and tables from the textbook
Answers for all comprehension questions at the end of each chapter (instructors
may wish to use some of these questions on exams or as part of homework
assignments)

For both instructors and students, these additional materials are available:
 

All datasets used in examples in the chapters can be downloaded as either SPSS or
Excel files.
Optional handouts show how all of the analyses done using SPSS in the book can
be run using SAS Version 9.3, including screen shots, and details about input and
output files.

Changes in the Second Edition
 

All SPSS screen shots and output have been updated to IBM SPSS Version 19.
Chapter 4 (data screening) has brief new sections about examination of the pattern
in missing data, imputation of missing values, and problems with dichotomizing
scores on quantitative variables.
Chapter 9 (bivariate regression) now includes references to the discussion of
problems with comparison of standardized regression coefficients across groups.
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Chapter 10 includes a new section on inconsistent mediation as one type of
suppression.
Chapter 13 has new examples using bar graphs with error bars to report means in
factorial analysis of variance (ANOVA).

In the first edition, mediation was discussed briefly in Chapters 10 and 11, and
moderation/analysis of interaction in regression was introduced in Chapter 12. In the
second edition, this material has been moved into separate new chapters and
substantially expanded.
 

New Chapter 15, Moderation, discusses the analysis of interaction in multiple
regression, including how to generate line graphs to describe the nature of
interactions between quantitative predictors.
New Chapter 16, Mediation, provides a thorough and updated discussion of tests
for hypotheses about mediated causal models. This chapter includes complete
instructions on how to do mediation analysis if you do not have access to a
structural equation modeling program, as well as an optional brief introduction to
the Amos structural equation modeling program, available as an SPSS add-on, as
another way to test mediated models.

Because two new chapters were added in the middle of the book, all chapters from
Chapter 15 to the end of the book have been renumbered in the second edition.
 

Chapter 21 (Chapter 19 in the first edition) has a new section on the different ways
that SPSS handles missing scores when forming summated scales using the SPSS
Mean and Sum functions.

Suggested Ways to Use This Book

In a two-semester or full-year course, it may be possible to cover most of the material
in this textbook. This provides basic coverage of methods for comparisons of means in
between and within S designs, as well as an introduction to linear regression. The
coverage of path models in Chapter 10 and latent variables in Chapter 20 provides the
background students will need to move on to more advanced topics such as structural
equation modeling.

Several different one-semester courses can be taught using selected chapters (and,
of course, students can be referred to chapters that are not covered in class for review
as needed). If further coverage is desired (for example, polytomous logistic regression),
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monographs from the SAGE series “Quantitative Applications in the Social Sciences”
are excellent supplements.

One-Semester Course: Comparison of Group Means
 

Chapter 1: Review of Basic Concepts

Chapter 2: Basic Statistics, Sampling Error, and Confidence Intervals

Chapter 3: Statistical Significance Testing

Chapter 4: Preliminary Data Screening

Chapter 5: Comparing Group Means Using the Independent Samples t Test

Chapter 6: One-Way Between-Subjects Analysis of Variance

Chapter 13: Factorial Analysis of Variance

Chapter 17: Analysis of Covariance

Chapter 19: Multivariate Analysis of Variance (perhaps also Chapter 18,
Discriminant Analysis, for follow-up analyses)

Chapter 22: Analysis of Repeated Measures

SAGE monographs suggested as supplements for ANOVA:
 

Experimental Design and Analysis, by Steven R. Brown and Lawrence E.
Melamed

Missing Data, by Paul D. Allison

Nonparametric Statistics: An Introduction, by Jean D. Gibbons

Random Factors in ANOVA, by Sally Jackson and Dale E. Brashers

One-Semester Course: Correlation and Regression, Including
Mediation/Moderation
 

Chapter 1: Review of Basic Concepts
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Chapter 2: Descriptive Statistics, Sampling Error, and Confidence Intervals

Chapter 3: Statistical Significance Testing

Chapter 4: Preliminary Data Screening

Chapter 7: Bivariate Pearson Correlation

(Optional: Chapter 8: Alternative Correlation Coefficients)

Chapter 9: Bivariate Regression

Chapter 10: Adding a Third Variable: Preliminary Exploratory Analyses

Chapter 11: Multiple Regression With Two Predictor Variables

(Optional: Chapter 12: Dummy Predictor Variables in Multiple Regression)

Chapter 14: Multiple Regression With More Than Two Predictors

Chapter 15: Moderation: Tests for Interaction in Multiple Regression

Chapter 16: Mediation

(Optional: Chapter 23: Binary Logistic Regression)

SAGE monographs suggested as supplements for regression analysis:
 

Applied Logistic Regression Analysis, Second Edition, by Scott Menard

Bootstrapping: A Nonparametric Approach to Statistical Inference, by
Christopher Z. Mooney and Robert D. Duval

Interaction Effects in Logistic Regression, by James Jaccard

Latent Growth Curve Modeling, by Kristopher J. Preacher, Aaron L. Wichman,
Robert C. MacCallum, and Nancy E. Briggs

Logistic Regression Models for Ordinal Response Variables, by Ann A.
O’Connell

Logit and Probit: Ordered and Multinomial Models, by Vani Kant Borooah
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Logit Modeling: Practical Applications, by Alfred DeMaris

Missing Data, by Paul D. Allison

Modern Methods for Robust Regression, by Robert Andersen

Multilevel Modeling, by Douglas A. Luke

Multiple and Generalized Nonparametric Regression, by John Fox

Nonparametric Statistics: An Introduction, by Jean D. Gibbons

Nonrecursive Models: Endogeneity, Reciprocal Relationships, and Feedback
Loops, by Pamela Paxton, John R. Hipp, and Sandra Marquart-Pyatt

Regression Diagnostics: An Introduction, by John Fox

Understanding Regression Assumptions, by William D. Berry

One-Semester Course: Development of Multiple-Item Scales and
Reliability/Validity Assessment
 

Chapter 1: Review of Basic Concepts

Chapter 2: Descriptive Statistics, Sampling Error, and Confidence Intervals

Chapter 3: Statistical Significance Testing

Chapter 4: Preliminary Data Screening

Chapter 7: Bivariate Pearson Correlation

Chapter 8: Alternative Correlation Coefficients

Chapter 20: Principal Components and Factor Analysis

Chapter 21: Reliability, Validity, and Multiple-Item Scales

SAGE monographs suggested as supplements for multiple-item
scales/measurement/reliability analysis:
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Differential Item Functioning, Second Edition, by Steven J. Osterlind and
Howard T. Everson

Missing Data, by Paul D. Allison

Ordinal Item Response Theory: Mokken Scale Analysis, by Wijbrandt H. van
Schuur

Polytomous Item Response Theory Models, by Remo Ostini and Michael L.
Nering

Rasch Models for Measurement, by David Andrich

Summated Rating Scale Construction: An Introduction, by Paul E. Spector

Survey Questions: Handcrafting the Standardized Questionnaire, by Jean M.
Converse and Stanley Presser

Translating Questionnaires and Other Research Instruments: Problems and
Solutions, by Orlando Behling and Kenneth S. Law

Other SAGE monographs for use in any of the courses outlined above:
 

Internet Data Collection, by Samuel J. Best and Brian S. Kruege

Meta-Analysis: Quantitative Methods for Research Synthesis, by Fredric M.
Wolf

Other Remarks

This book was written to provide a bridge between the many excellent statistics books
that already exist at introductory and advanced levels. I have been persuaded by years
of teaching that most students do not have a clear understanding of statistics after their
first or second courses. The concepts covered in an introductory course include some of
the most difficult and controversial issues in statistics, such as level of measurement and
null hypothesis significance testing. Until students have been introduced to the entire
vocabulary and system of thought, it is difficult for them to integrate all these ideas. I
believe that understanding statistics requires multiple-pass learning. I have included a
review of basic topics (such as null hypothesis significance test procedures) along with
introductions to more advanced topics in statistics. Students need varying amounts of
review and clarification; this textbook is designed so that each student can review as
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much basic material as necessary prior to the study of more advanced topics such as
multiple regression. Some students need a review of concepts involved in bivariate
analyses (such as partition of variance), and most students can benefit from a thorough
introduction to statistical control in simple three-variable research situations. This
textbook differs from many existing textbooks for advanced undergraduate- and
beginning graduate-level statistics courses because it includes a review of bivariate
methods that clarifies important concepts and a thorough discussion of methods for
statistically controlling for a third variable (X2) when assessing the nature and strength
of the association between an X1 predictor and a Y outcome variable. Later chapters
present verbal explanations of widely used multivariate methods applied to specific
research examples.

Writing a textbook requires difficult decisions about what topics to include and what
to leave out and how to handle topics where there is disagreement among authorities.
This textbook does not cover nonparametric statistics or complex forms of factorial
analysis of variance, nor does it cover all the advanced topics found in more
encyclopedic treatments (such as time-series analysis, multilevel modeling, survival
analysis, and log-linear models). The topics that are included provide a reasonably
complete set of tools for data analysis at the advanced undergraduate or beginning
graduate level along with explanations of some of the fundamental concepts that are
crucial for further study of statistics. For example, comprehension of structural equation
modeling (SEM) requires students to understand path or “causal” models, latent
variables, measurement models, and the way in which observed correlations (or
variances and covariances) can be reproduced from the coefficients in a model. This
textbook introduces path models and the tracing rule as a way of understanding linear
regression with two predictor variables. The explanation of regression with two
predictors makes it clear how estimates of regression slope coefficients are deduced
from observed correlations and how observed correlations among variables can be
reproduced from the coefficients in a regression model. Explaining regression in this
way helps students understand why the slope coefficient for each X predictor variable is
context dependent (i.e., the value of the slope coefficient for each X predictor variable
changes depending on which other X predictor variables are included in the regression
analysis). This explanation also sets the stage for an understanding of more advanced
methods, such as SEM, that use model parameters to reconstruct observed variances and
covariances. I have tried to develop explanations that will serve students well whether
they use them only to understand the methods of analysis covered in this textbook or as a
basis for further study of more advanced statistical methods.
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1
REVIEW OF BASIC CONCEPTS

1.1  Introduction

This textbook assumes that students have taken basic courses in statistics and research
methods. A typical first course in statistics includes methods to describe the distribution
of scores on a single variable (such as frequency distribution tables, medians, means,
variances, and standard deviations) and a few widely used bivariate statistics.
Bivariate statistics (such as the Pearson correlation, the independent samples t test, and
one-way analysis of variance or ANOVA) assess how pairs of variables are related.
This textbook is intended for use in a second course in statistics; the presentation in this
textbook assumes that students recognize the names of statistics such as t test and
Pearson correlation but may not yet fully understand how to apply and interpret these
analyses.

The first goal in this course is for students to develop a better understanding of these
basic bivariate statistics and the problems that arise when these analytic methods are
applied to real-life research problems. Chapters 1 through 3 deal with basic concepts
that are often a source of confusion because actual researcher behaviors often differ
from the recommended methods described in basic textbooks; this includes issues such
as sampling and statistical significance testing. Chapter 4 discusses methods for
preliminary data screening; before doing any statistical analysis, it is important to
remove errors from data, assess whether the data violate assumptions for the statistical
procedures, and decide how to handle any violations of assumptions that are detected.
Chapters 5 through 9 review familiar bivariate statistics that can be used to assess how
scores on one X predictor variable are related to scores on one Y outcome variable
(such as the Pearson correlation and the independent samples t test). Chapters 10
through 13 discuss the questions that arise when a third variable is added to the
analysis. Later chapters discuss analyses that include multiple predictor and/or multiple
outcome variables.

When students begin to read journal articles or conduct their own research, it is a
challenge to understand how textbook knowledge is applied in real-life research
situations. This textbook provides guidance on dealing with the problems that arise
when researchers apply statistical methods to actual data.

1.2  A Simple Example of a Research Problem
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Suppose that a student wants to do a simple experiment to assess the effect of caffeine
on anxiety. (This study would not yield new information because there has already been
substantial research on the effects of caffeine; however, this is a simple research
question that does not require a complicated background story about the nature of the
variables.) In the United States, before researchers can collect data, they must have the
proposed methods for the study reviewed and approved by an institutional review
board (IRB). If the research poses unacceptable risks to participants, the IRB may
require modification of procedures prior to approval.

To run a simple experiment to assess the effects of caffeine on anxiety, the
researcher would obtain IRB approval for the procedure, recruit a sample of
participants, divide the participants into two groups, give one group a beverage that
contains some fixed dosage level of caffeine, give the other group a beverage that does
not contain caffeine, wait for the caffeine to take effect, and measure each person’s
anxiety, perhaps by using a self-report measure. Next, the researcher would decide what
statistical analysis to apply to the data to evaluate whether anxiety differs between the
group that received caffeine and the group that did not receive caffeine. After
conducting an appropriate data analysis, the researcher would write up an interpretation
of the results that takes the design and the limitations of the study into account. The
researcher might find that participants who consumed caffeine have higher self-reported
anxiety than participants who did not consume caffeine. Researchers generally hope that
they can generalize the results obtained from a sample to make inferences about
outcomes that might conceivably occur in some larger population. If caffeine increases
anxiety for the participants in the study, the researcher may want to argue that caffeine
would have similar effects on other people who were not actuallyincluded in the study.

This simple experiment will be used to illustrate several basic problems that arise
in actual research: 

1. Selection of a sample from a population
2. Evaluating whether a sample is representative of a population
3. Descriptive versus inferential applications of statistics
4. Levels of measurement and types of variables
5. Selection of a statistical analysis that is appropriate for the type of data
6. Experimental design versus nonexperimental design

The following discussion focuses on the problems that arise when these concepts
are applied in actual research situations and comments on the connections between
research methods and statistical analyses.

1.3  Discrepancies Between Real and Ideal Research Situations
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Terms that appear simple (such as sample vs. population) can be a source of confusion
because the actual behaviors of researchers often differ from the idealized research
process described in introductory textbooks. Researchers need to understand how
compromises that are often made in actual research (such as the use of convenience
samples) affect the interpretability of research results. Each of the following sections
describes common practices in actual research in contrast to idealized textbook
approaches. Unfortunately, because of limitations in time and money, researchers often
cannot afford to conduct studies in the most ideal manner.

1.4  Samples and Populations

A sample is a subset of members of a population.1 Usually, it is too costly and time-
consuming to collect data for all members of an actual population of interest (such as all
registered voters in the United States), and therefore researchers usually collect data for
a relatively small sample and use the results from that sample to make inferences about
behavior or attitudes in larger populations. In the ideal research situation described in
research methods and statistics textbooks, there is an actual population of interest. All
members of that population of interest should be identifiable; for example, the
researcher should have a list of names for all members of the population of interest.
Next, the researcher selects a sample from that population using either simple random
sampling or other sampling methods (Cozby, 2004).

In a simple random sample, sample members are selected from the population using
methods that should give every member of the population an equal chance of being
included in the sample. Random sampling can be done in a variety of ways. For a small
population, the researcher can put each participant’s name on a slip of paper, mix up the
slips of paper in a jar, and draw names from the jar. For a larger population, if the
names of participants are listed in a spreadsheet such as Excel, the researcher can
generate a column of random numbers next to the names and make decisions about
which individuals to include in the sample based on those random numbers. For
instance, if the researcher wants to select  of the members of the population at random,
the researcher may decide to include each participant whose name is next to a random
number that ends in one arbitrarily chosen value (such as 3).

In theory, if a sample is chosen randomly from a population, that simple random
sample should be representative of the population from which it is drawn. A sample is
representative if it has characteristics similar to those of the population. Suppose that
the population of interest to a researcher is all the 500 students at Corinth College in the
United States. Suppose the researcher randomly chooses a sample of 50 students from
this population by using one of the methods just described. The researcher can evaluate
whether this random sample is representative of the entire population of all Corinth
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College students by comparing the characteristics of the sample with the characteristics
of the entire population. For example, if the entire population of Corinth College
students has a mean age of 19.5 years and is 60% female and 40% male, the sample
would be representative of the population with respect to age and gender composition if
the sample had a mean age close to 19.5 years and a gender composition of about 60%
female and 40% male. Representativeness of a sample can be assessed for many other
characteristics, of course. Some characteristics may be particularly relevant to a
research question; for example, if a researcher were primarily interested in the political
attitudes of the population of students at Corinth, it would be important to evaluate
whether the composition of the sample was similar to that of the overall Corinth College
population in terms of political party preference.

Random selection may be combined with systematic sampling methods such as
stratification. A stratified random sample is obtained when the researcher divides the
population into “strata,” or groups (such as
Buddhist/Christian/Hindu/Islamic/Jewish/other religion or male/female), and then
draws a random sample from each stratum or group. Stratified sampling can be used to
ensure equal representation of groups (such as 50% women and 50% men in the sample)
or that the proportional representation of groups in the sample is the same as in the
population (if the entire population of students at Corinth College consists of 60%
women and 40% men, the researcher might want the sample to contain the same
proportion of women and men).2 Basic sampling methods are reviewed in Cozby
(2004); more complex survey sampling methods are discussed by Kalton (1983).

In some research domains (such as the public opinion polls done by the Gallup and
Harris organizations), sophisticated sampling methods are used, and great care is taken
to ensure that the sample is representative of the population of interest. In contrast, many
behavioral and social science studies do not use such rigorous sampling procedures.
Researchers in education, psychology, medicine, and many other disciplines often use
accidental or convenience samples (instead of random samples). An accidental or
convenience sample is not drawn randomly from a well-defined population of interest.
Instead, a convenience sample consists of participants who are readily available to the
researcher. For example, a teacher might use his class of students or a physician might
use her current group of patients.

A systematic difference between the characteristics of a sample and a population
can be termed bias. For example, if 25% of Corinth College students are in each of the
4 years of the program, but 80% of the members of the convenience sample obtained
through the subject pool are first-year students, this convenience sample is biased (it
includes more first-year students, and fewer second-, third-, and fourth-year students,
than the population).

The widespread use of convenience samples in disciplines such as psychology
leads to underrepresentation of many types of people. Convenience samples that consist
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primarily of first-year North American college students typically underrepresent many
kinds of people, such as persons younger than 17 and older than 30 years, persons with
serious physical health problems, people who are not interested in or eligible for a
college education, persons living in poverty, and persons from cultural backgrounds that
are not numerically well represented in North America. For many kinds of research, it
would be highly desirable for researchers to obtain samples from more diverse
populations, particularly when the outcome variables of interest are likely to differ
across age and cultural background. The main reason for the use of convenience
samples is the low cost. The extensive use of college students as research participants
limits the potential generalizability of results (Sears, 1986); this limitation should be
explicitly acknowledged when researchers report and interpret research results.

1.5  Descriptive Versus Inferential Uses of Statistics

Statistics that are used only to summarize information about a sample are called
descriptive statistics. One common situation where statistics are used only as
descriptive information occurs when teachers compute summary statistics, such as a
mean for exam scores for students in a class. A teacher at Corinth College would
typically use a mean exam score only to describe the performance of that specific
classroom of students and not to make inferences about some broader population (such
as the population of all students at Corinth College or all college students in North
America).

Researchers in the behavioral and social sciences almost always want to make
inferences beyond their samples; they hope that the attitudes or behaviors that they find
in the small groups of college students who actually participate in their studies will
provide evidence about attitudes or behaviors in broader populations in the world
outside the laboratory. Thus, almost all the statistics reported in journal articles are
inferential statistics. Researchers may want to estimate a population mean from a
sample mean or a population correlation from a sample correlation. When means or
correlations based on samples of scores are used to make inferences about (i.e.,
estimates of) the means or correlations for broader populations, they are called
inferential statistics. If a researcher finds a strong correlation between self-esteem and
popularity in a convenience sample of Corinth College students, the researcher typically
hopes that these variables are similarly related in broader populations, such as all North
American college students.

In some applications of statistics, such as political opinion polling, researchers
often obtain representative samples from actual, well-defined populations by using
well-thought-out sampling procedures (such as a combination of stratified and random
sampling). When good sampling methods are used to obtain representative samples, it
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increases researcher confidence that the results from a sample (such as the stated
intention to vote for one specific candidate in an election) will provide a good basis for
making inferences about outcomes in the broader population of interest.

However, in many types of research (such as experiments and small-scale surveys in
psychology, education, and medicine), it is not practical to obtain random samples from
the entire population of a country. Instead, researchers in these disciplines often use
convenience samples when they conduct small-scale studies.

Consider the example introduced earlier: A researcher wants to run an experiment to
assess whether caffeine increases anxiety. It would not be reasonable to try to obtain a
sample of participants from the entire adult population of the United States (consider the
logistics involved in travel, for example). In practice, studies similar to this are usually
conducted using convenience samples. At most colleges or universities in the United
States, convenience samples primarily include persons between 18 and 22 years of age.

When researchers obtain information about behavior from convenience samples,
they cannot confidently use their results to make inferences about the responses of an
actual, well-defined population. For example, if the researcher shows that a
convenience sample of Corinth College students scores higher on anxiety after
consuming a dose of caffeine, it would not be safe to assume that this result is
generalizable to all adults or to all college students in the United States. Why not? For
example, the effects of caffeine might be quite different for adults older than 70 than for
20-year-olds. The effects of caffeine might differ for people who regularly consume
large amounts of caffeine than for people who never use caffeine. The effects of caffeine
might depend on physical health.

Although this is rarely explicitly discussed, most researchers implicitly rely on a
principle that Campbell (cited in Trochim, 2001) has called “proximal similarity” when
they evaluate the potential generalizability of research results based on convenience
samples. It is possible to imagine a hypothetical population—that is, a larger group of
people that is similar in many ways to the participants who were included in the
convenience sample—and to make cautious inferences about this hypothetical
population based on the responses of the sample. Campbell suggested that researchers
evaluate the degree of similarity between a sample and hypothetical populations of
interest and limit generalizations to hypothetical populations that are similar to the
sample of participants actually included in the study. If the convenience sample consists
of 50 Corinth College students who are between the ages of 18 and 22 and mostly of
Northern European family background, it might be reasonable to argue (cautiously, of
course) that the results of this study potentially apply to a hypothetical broader
population of 18- to 22-year-old U.S. college students who come from similar ethnic or
cultural backgrounds. This hypothetical population—all U.S. college students between
18 and 22 years from a Northern European family background—has a composition
fairly similar to the composition of the convenience sample. It would be questionable to
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generalize about response to caffeine for populations that have drastically different
characteristics from the members of the sample (such as persons who are older than age
50 or who have health problems that members of the convenience sample do not have).

Generalization of results beyond a sample to make inferences about a broader
population is always risky, so researchers should be cautious in making generalizations.
An example involving research on drugs highlights the potential problems that can arise
when researchers are too quick to assume that results from convenience samples
provide accurate information about the effects of a treatment on a broader population.
For example, suppose that a researcher conducts a series of studies to evaluate the
effects of a new antidepressant drug on depression. Suppose that the participants are a
convenience sample of depressed young adults between the ages of 18 and 22. If the
researcher uses appropriate experimental designs and finds that the new drug
significantly reduces depression in these studies, the researcher might tentatively say
that this drug may be effective for other depressed young adults in this age range. It
could be misleading, however, to generalize the results of the study to children or to
older adults. A drug that appears to be safe and effective for a convenience sample of
young adults might not be safe or effective in patients who are younger or older.

To summarize, when a study uses data from a convenience sample, the researcher
should clearly state that the nature of the sample limits the potential generalizability of
the results. Of course, inferences about hypothetical or real populations based on data
from a single study are never conclusive, even when random selection procedures are
used to obtain the sample. An individual study may yield incorrect or misleading results
for many reasons. Replication across many samples and studies is required before
researchers can begin to feel confident about their conclusions.

1.6  Levels of Measurement and Types of Variables

A controversial issue introduced early in statistics courses involves types of
measurement for variables. Many introductory textbooks list the classic levels of
measurement defined by S. Stevens (1946): nominal, ordinal, interval, and ratio (see
Table 1.1 for a summary and Note 3 for a more detailed review of these levels of
measurement).3 Strict adherents to the Stevens theory of measurement argue that the
level of measurement of a variable limits the set of logical and arithmetic operations
that can appropriately be applied to scores. That, in turn, limits the choice of statistics.
For example, if scores are nominal or categorical level of measurement, then according
to Stevens, the only things we can legitimately do with the scores are count how many
persons belong to each group (and compute proportions or percentages of persons in
each group); we can also note whether two persons have equal or unequal scores. It
would be nonsense to add up scores for a nominal variable such as eye color (coded 1
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= blue, 2 = green, 3 = brown, 4 = hazel, 5 = other) and calculate a “mean eye color”
based on a sum of these scores.4

Table 1.1  Levels of Measurement, Arithmetic Operations, and Types of Statistics

a.   Jaccard and Becker (2002).
b.   Many variables that are widely used in the social and behavioral sciences, such as 5-point ratings for attitude and

personality measurement, probably fall short of satisfying the requirement that equal differences between scores
represent exactly equal changes in the amount of the underlying characteristics being measured. However, most
authors (such as Harris, 2001) argue that application of parametric statistics to scores that fall somewhat short of the
requirements for interval level of measurement does not necessarily lead to problems.

In recent years, many statisticians have argued for less strict application of level of
measurement requirements. In practice, many common types of variables (such as 5-
point ratings of degree of agreement with an attitude statement) probably fall short of
meeting the strict requirements for equal interval level of measurement. A strict
enforcement of the level of measurement requirements outlined in many introductory
textbooks creates a problem: Can researchers legitimately compute statistics (such as
mean, t test, and correlation) for scores such as 5-point ratings when the differences
between these scores may not represent exactly equal amounts of change in the
underlying variable that the researcher wants to measure (in this case, strength of
agreement)? Many researchers implicitly assume that the answer to this question is yes.

The variables that are presented as examples when ordinal, interval, and ratio
levels of measurement are defined in introductory textbooks are generally classic
examples that are easy to classify. In actual practice, however, it is often difficult to
decide whether scores on a variable meet the requirements for interval and ratio levels
of measurement. The scores on many types of variables (such as 5-point ratings)
probably fall into a fuzzy region somewhere between the ordinal and interval levels of
measurement. How crucial is it that scores meet the strict requirements for interval level
of measurement?

Many statisticians have commented on this problem, noting that there are strong
differences of opinion among researchers. Vogt (1999) noted that there is considerable
controversy about the need for a true interval level of measurement as a condition for
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the use of statistics such as mean, variance, and Pearson’s r, stating that “as with
constitutional law, there are in statistics strict and loose constructionists in the
interpretation of adherence to assumptions” (p. 158). Although some statisticians adhere
closely to Stevens’s recommendations, many authors argue that it is not necessary to
have data that satisfy the strict requirements for interval level of measurement to obtain
interpretable and useful results for statistics such as mean and Pearson’s r.

Howell (1992) reviewed the arguments and concluded that the underlying level of
measurement is not crucial in the choice of a statistic:
 

The validity of statements about the objects or events that we think we are
measuring hinges primarily on our knowledge of those objects or events, not on
the measurement scale. We do our best to ensure that our measures relate as
closely as possible to what we want to measure, but our results are ultimately
only the numbers we obtain and our faith in the relationship between those
numbers and the underlying objects or events … the underlying measurement
scale is not crucial in our choice of statistical techniques … a certain amount of
common sense is required in interpreting the results of these statistical
manipulations. (pp. 8–9)

Harris (2001) says,

 
I do not accept Stevens’s position on the relationship between strength [level] of
measurement and “permissible” statistical procedures … the most fundamental
reason for [my] willingness to apply multivariate statistical techniques to such
data, despite the warnings of Stevens and his associates, is the fact that the
validity of statistical conclusions depends only on whether the numbers to which
they are applied meet the distributional assumptions … used to derive them, and
not on the scaling procedures used to obtain the numbers. (pp. 444–445)

Gaito (1980) reviewed these issues and concluded that “scale properties do not
enter into any of the mathematical requirements” for various statistical procedures, such
as ANOVA. Tabachnick and Fidell (2007) addressed this issue in their multivariate
textbook: “The property of variables that is crucial to application of multivariate
procedures is not type of measurement so much as the shape of the distribution” (p. 6).
Zumbo and Zimmerman (1993) used computer simulations to demonstrate that varying
the level of measurement for an underlying empirical structure (between ordinal and
interval) did not lead to problems when several widely used statistics were applied.

Based on these arguments, it seems reasonable to apply statistics (such as the
sample mean, Pearson’s r, and ANOVA) to scores that do not satisfy the strict
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requirements for interval level of measurement. (Some teachers and journal reviewers
continue to prefer the more conservative statistical practices advocated by Stevens; they
may advise you to avoid the computation of means, variances, and Pearson correlations
for data that aren’t clearly interval/ratio level of measurement.)

When making decisions about the type of statistical analysis to apply, it is useful to
make a simpler distinction between two types of variables: categorical versus
quantitative (Jaccard & Becker, 2002). For a categorical or nominal variable, each
number is merely a label for group membership. A categorical variable may represent
naturally occurring groups or categories (the categorical variable gender can be coded 1
= male, 2 = female). Alternatively, a categorical variable can identify groups that
receive different treatments in an experiment. In the hypothetical study described in this
chapter, the categorical variable treatment can be coded 1 for participants who did not
receive caffeine and 2 for participants who received 150 mg of caffeine. It is possible
that the outcome variable for this imaginary study, anxiety, could also be a categorical
or nominal variable; that is, a researcher could classify each participant as either 1 =
anxious or 0 = not anxious, based on observations of behaviors such as speech rate or
fidgeting.

Quantitative variables have scores that provide information about the magnitude of
differences between participants in terms of the amount of some characteristic (such as
anxiety in this example). The outcome variable, anxiety, can be measured in several
different ways. An observer who does not know whether each person had caffeine could
observe behaviors such as speech rate and fidgeting and make a judgment about each
individual’s anxiety level. An observer could rank order the participants in order of
anxiety: 1 = most anxious, 2 = second most anxious, and so forth. (Note that ranking can
be quite time-consuming if the total number of persons in the study is large.)

A more typical measurement method for this type of research situation would be
self-report of anxiety, perhaps using a 5-point rating similar to the one below. Each
participant would be asked to choose a number from 1 to 5 in response to a statement
such as “I am very anxious.”

Conventionally, 5-point ratings (where the five response alternatives correspond to
“degrees of agreement” with a statement about an attitude, a belief, or a behavior) are
called Likert scales. However, questions can have any number of response
alternatives, and the response alternatives may have different labels—for example,
reports of the frequency of a behavior. (See Chapter 21 for further discussion of self-
report questions and response alternatives.)

What level of measurement does a 5-point rating similar to the one above provide?
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The answer is that we really don’t know. Scores on 5-point ratings probably do not
have true equal interval measurement properties; we cannot demonstrate that the
increase in the underlying amount of anxiety represented by a difference between 4
points and 3 points corresponds exactly to the increase in the amount of anxiety
represented by the difference between 5 points and 4 points. None of the responses may
represent a true 0 point. Five-point ratings similar to the example above probably fall
into a fuzzy category somewhere between ordinal and interval levels of measurement. In
practice, many researchers apply statistics such as means and standard deviations to this
kind of data despite the fact that these ratings may fall short of the strict requirements for
equal interval level of measurement; the arguments made by Harris and others above
suggest that this common practice is not necessarily problematic. Usually researchers
sum or average scores across a number of Likert items to obtain total scores for scales
(as discussed in Chapter 21). These total scale scores are often nearly normally
distributed; Carifio and Perla (2008) review evidence that application of parametric
statistics to these scale scores produces meaningful results.

Tabachnick and Fidell (2007) and the other authors cited above have argued that it
is more important to consider the distribution shapes for scores on quantitative
variables (rather than their levels of measurement). Many of the statistical tests covered
in introductory statistics books were developed based on assumptions that scores on
quantitative variables are normally distributed. To evaluate whether a batch of scores in
a sample has a nearly normal distribution shape, we need to know what an ideal
normal distribution looks like. The next section reviews the characteristics of the
standard normal distribution.

1.7  The Normal Distribution

Introductory statistics books typically present both empirical and theoretical
distributions. An empirical distribution is based on frequencies of scores from a
sample, while a theoretical distribution is defined by a mathematical function or
equation.

A description of an empirical distribution can be presented as a table of frequencies
or in a graph such as a histogram. Sometimes it is helpful to group scores to obtain a
more compact view of the distribution. SPSS® makes reasonable default decisions
about grouping scores and the number of intervals and interval widths to use; these
decisions can be modified by the user. Details about the decisions involved in grouping
scores are provided in most introductory statistics textbooks and will not be discussed
here. Thus, each bar in an SPSS histogram may correspond to an interval that contains a
group of scores (rather than a single score). An example of an empirical distribution
appears in Figure 1.1. This shows a distribution of measurements of women’s heights
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(in inches). The height of each bar is proportional to the number of cases; for example,
the tallest bar in the histogram corresponds to the number of women whose height is 64
in. For this empirical sample distribution, the mean female height M = 64 in., and the
standard deviation for female height (denoted by s or SD) is 2.56 in. Note that if these
heights were transformed into centimeters (M = 162.56 cm, s = 6.50 cm), the shape of
the distribution would be identical; the labels of values on the X axis are the only
feature of the graph that would change.

Figure 1.1  A Histogram Showing an Empirical Distribution of Scores That Is Nearly
Normal in Shape

The smooth curve superimposed on the histogram is a plot of the mathematical (i.e.,
theoretical) function for an ideal normal distribution with a population mean μ = 64 and
a population standard deviation σ = 2.56.

Empirical distributions can have many different shapes. For example, the
distribution of number of births across days of the week in the bar chart in Figure 1.2 is
approximately uniform; that is, approximately one seventh of the births take place on
each of the 7 days of the week (see Figure 1.2).
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Some empirical distributions have shapes that can be closely approximated by
mathematical functions, and it is often convenient to use that mathematical function and a
few parameters (such as mean and standard deviation) as a compact and convenient way
to summarize information about the distribution of scores on a variable. The proportion
of area that falls within a slice of an empirical distribution (in a bar chart or histogram)
can be interpreted as a probability. Thus, based on the bar chart in Figure 1.2, we can
say descriptively that “about one seventh of the births occurred on Monday”; we can
also say that if we draw an individual case from the distribution at random, there is
approximately a one-seventh probability that a birth occurred on a Monday.

When a relatively uncommon behavior (such as crying) is assessed through self-
report, the distribution of frequencies is often a J-shaped, or roughly exponential, curve,
as in Figure 1.3, which shows responses to the question, “How many times did you cry
last week?” (data from Brackett, Mayer, & Warner, 2004). Most people reported crying
0 times per week, a few reported crying 1 to 2 times a week, and very few reported
crying more than 11 times per week. (When variables are frequency counts of
behaviors, distributions are often skewed; in some cases, 0 is the most common
behavior frequency. Statistics reviewed in this book assume normal distribution shapes;
researchers whose data are extremely skewed and/or include a large number of 0s may
need to consider alternative methods based on Poisson or negative binomial
distributions, as discussed by Atkins & Gallop, 2007.)

Figure 1.2  A Bar Chart Showing a Fairly Uniform Distribution for Number of Births
(Y Axis) by Day of the Week (X Axis)
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A theoretical distribution shape that is of particular interest in statistics is the
normal (or Gaussian) distribution illustrated in Figure 1.4. Students should be familiar
with the shape of this distribution from introductory statistics. The curve is symmetrical,
with a peak in the middle and tails that fall off gradually on both sides. The normal
curve is often described as a bell-shaped curve. A precise mathematical definition of
the theoretical normal distribution is given by the following equations:

Figure 1.3  Bar Chart Showing a J-Shaped or Exponential Distribution
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Figure 1.4  A Standard Normal Distribution, Showing the Correspondence Between
Distance From the Mean (Given as Number of σ Units or z Scores) and Proportion of
Area Under the Curve

where
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π is a mathematical constant, approximate value 3.1416 …

e is a mathematical constant, approximate value 2.7183 …

μ is the mean—that is, the center of the distribution.

σ is the standard deviation; that is, it corresponds to the dispersion of the
distribution.

In Figure 1.4, the X value is mapped on the horizontal axis, and the Y height of the curve
is mapped on the vertical axis.

For the normal distribution curve defined by this mathematical function, there is a
fixed relationship between the distance from the center of the distribution and the area
under the curve, as shown in Figure 1.4. The Y value (the height) of the normal curve
asymptotically approaches 0 as the X distance from the mean increases; thus, the curve
theoretically has a range of X from −∞ to +∞. Despite this infinite range of X values, the
area under the normal curve is finite. The total area under the normal curve is set equal
to 1.0 so that the proportions of this area can be interpreted as probabilities. The
standard normal distribution is defined by Equations 1.1 and 1.2 with μ set equal to 0
and σ set equal to 1. In Figure 1.4, distances from the mean are marked in numbers of
standard deviations—for example, +1σ, +2σ, and so forth.

From Figure 1.4, one can see that the proportion of area under the curve that lies
between 0 and +1σ is about .3413; the proportion of area that lies above +3σ is .0013.
In other words, about 1 of 1,000 cases lies more than 3σ above the mean, or, to state this
another way, the probability that a randomly sampled individual from this population
will have a score that is more than 3σ above the mean is about .0013.

A “family” of normal distributions (with different means and standard deviations)
can be created by substituting in any specific values for the population parameters μ and
σ. The term parameter is (unfortunately) used to mean many different things in various
contexts. Within statistics, the term generally refers to a characteristic of a population
distribution that can be estimated by using a corresponding sample statistic. The
parameters that are most often discussed in introductory statistics are the population
mean μ (estimated by a sample mean M) and the population standard deviation σ
(estimated by the sample standard deviation, usually denoted by either s or SD). For
example, assuming that the empirical distribution of women’s heights has a nearly
normal shape with a mean of 64 in. and a standard deviation of 2.56 in. (as in Figure
1.1), a theoretical normal distribution with μ = 64 and σ = 2.56 will approximately
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match the location and shape of the empirical distribution of heights. It is possible to
generate a family of normal distributions by using different values for μ and σ. For
example, intelligence quotient (IQ) scores are normally distributed with μ = 100 and σ
= 15; heart rate for a population of healthy young adults might have a mean of μ = 70
beats per minute (bpm) and a standard deviation σ of 11 bpm.

When a population has a known shape (such as “normal”) and known parameters
(such as μ = 70 and σ = 11), this is sufficient information to draw a curve that represents
the shape of the distribution. If a population has an unknown distribution shape, we can
still compute a mean and standard deviation, but that information is not sufficient to
draw a sketch of the distribution.

The standard normal distribution is the distribution generated by Equations 1.1 and
1.2 for the specific values μ = 0 and σ = 1.0 (i.e., population mean of 0 and population
standard deviation of 1). When normally distributed X scores are rescaled so that they
have a mean of 0 and a standard deviation of 1, they are called standard scores or z
scores. Figure 1.4 shows the standard normal distribution for z. There is a fixed
relationship between distance from the mean and area, as shown in Figure 1.4. For
example, the proportion of area under the curve that lies between z = 0 and z = +1 under
the standard normal curve is always .3413 (34.13% of the area).

Recall that a proportion of area under the uniform distribution can be interpreted as
a probability; similarly, a proportion of area under a section of the normal curve can
also be interpreted as a probability. Because the normal distribution is widely used, it is
useful for students to remember some of the areas that correspond to z scores. For
example, the bottom 2.5% and top 2.5% of the area of a standard normal distribution lie
below z = −1.96 and above z = +1.96, respectively. That is, 5% of the scores in a
normally distributed population lie more than 1.96 standard deviations above or below
the mean. We will want to know when scores or test statistics have extreme or unusual
values relative to some distribution of possible values. In most situations, the outcomes
that correspond to the most extreme 5% of a distribution are the outcomes that are
considered extreme or unlikely.

The statistics covered in introductory textbooks, such as the t test, ANOVA, and
Pearson’s r, were developed based on the assumption that scores on quantitative
variables are normally distributed in the population. Thus, distribution shape is one
factor that is taken into account when deciding what type of statistical analysis to use.

Students should be aware that although normal distribution shapes are relatively
common, many variables are not normally distributed. For example, income tends to
have a distribution that is asymmetric; it has a lower limit of 0, but there is typically a
long tail on the upper end of the distribution. Relatively uncommon behaviors, such as
crying, often have a J-shaped distribution (as shown in Figure 1.3). Thus, it is important
to examine distribution shapes for quantitative variables before applying statistical
analyses such as ANOVA or Pearson’s r. Methods for assessing whether variables are
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normally distributed are described in Chapter 4.

1.8  Research Design

Up to this point, the discussion has touched on two important issues that should be taken
into account when deciding what statistical analysis to use: the types of variables
involved (the level of measurement and whether the variables are categorical or
quantitative) and the distribution shapes of scores on quantitative variables. We now
turn from a discussion of individual variables (e.g., categorical vs. quantitative types of
variables and the shapes of distributions of scores on variables) to a brief consideration
of research design.

It is extremely important for students to recognize that a researcher’s ability to draw
causal inferences is based on the nature of the research design (i.e., whether the study is
an experiment) rather than the type of analysis (such as correlation vs. ANOVA). This
section briefly reviews basic research design terminology. Readers who have not taken
a course in research methods may want to consult a basic research methods textbook
(such as Cozby, 2004) for a more thorough discussion of these issues.

1.8.1  Experimental Design

In behavioral and social sciences, an experiment typically includes the following
elements:
  

1. Random assignment of participants to groups or treatment levels (or other methods
of assignment of participants to treatments, such as matched samples or repeated
measures, that ensure equivalence of participant characteristics across
treatments).

2. Two or more researcher-administered treatments, dosage levels, or interventions.
3. Experimental control of other “nuisance” or “error” variables that might

influence the outcome: The goal is to avoid confounding other variables with the
different treatments and to minimize random variations in response due to other
variables that might influence participant behavior; the researcher wants to make
certain that no other variable is confounded with treatment dosage level. If the
caffeine group is tested before a midterm exam and the no-caffeine group is tested
on a Friday afternoon before a holiday weekend, there would be a confound
between the effects of the exam and those of the caffeine; to avoid a confound, both
groups should be tested at the same time under similar circumstances. The
researcher also wants to make sure that random variation of scores within each
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treatment condition due to nuisance variables is not too great; for example, testing
persons in the caffeine group at many different times of the day and days of the
week could lead to substantial variability in anxiety scores within this group. One
simple way to ensure that a nuisance variance is neither confounded with treatment
nor a source of variability of scores within groups is to “hold the variable
constant”; for example, to avoid any potential confound of the effects of cigarette
smoking with the effects of caffeine and to minimize the variability of anxiety
within groups that might be associated with smoking, the researcher could “hold
the variable smoking constant” by including only those participants who are not
smokers.

4. Assessment of an outcome variable after the treatment has been administered.
5. Comparison of scores on outcome variables across people who have received

different treatments, interventions, or dosage levels: Statistical analyses are used
to compare group means and assess how strongly scores on the outcome variable
are associated with scores on the treatment variable.

In contrast, nonexperimental studies usually lack a researcher-administered
intervention, experimenter control of nuisance or error variables, and random
assignment of participants to groups; they typically involve measuring or observing
several variables in naturally occurring situations.

The goal of experimental design is to create a situation in which it is possible to
make a causal inference about the effect of a manipulated treatment variable (X) on a
measured outcome variable (Y). A study that satisfies the conditions for causal
inferences is said to have internal validity. The conditions required for causal
inference (a claim of the form “X causes Y”) (from Cozby, 2004) include the following:
  

1. The X and Y variables that represent the “cause” and the “effect” must be
systematically associated in the study. That is, it only makes sense to theorize that
X might cause Y if X and Y covary (i.e., if X and Y are statistically related).
Covariation between variables can be assessed using statistical methods such as
ANOVA and Pearson’s r. Covariation of X and Y is a necessary, but not sufficient,
condition for causal inference. In practice, we do not require perfect covariation
between X and Y before we are willing to consider causal theories. However, we
look for evidence that X and Y covary “significantly” (i.e., we use statistical
significance tests to try to rule out chance as an explanation for the obtained pattern
of results).

2. The cause, X, must precede the effect, Y, in time. In an experiment, this requirement
of temporal precedence is met by manipulating the treatment variable X prior to
measuring or observing the outcome variable Y.
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3. There must not be any other variable confounded with (or systematically
associated with) the X treatment variable. If there is a confound between X and
some other variable, the confounded variable is a rival explanation for any
observed differences between groups. Random assignment of participants to
treatment groups is supposed to ensure equivalence in the kinds of participants in
the treatment groups and to prevent a confound between individual difference
variables and treatment condition. Holding other situational factors constant for
groups that receive different treatments should avoid confounding treatment with
situational variables, such as day of the week or setting.

4. There should be some reasonable theory that would predict or explain a cause-
and-effect relationship between the variables.

Of course, the results of a single study are never sufficient to prove causality.
However, if a relationship between variables is replicated many times across well-
designed experiments, belief that there could be a potential causal connection tends to
increase as the amount of supporting evidence increases. Compared with quasi-
experimental or nonexperimental designs, experimental designs provide relatively
stronger evidence for causality, but causality cannot be proved conclusively by a single
study even if it has a well-controlled experimental design.

There is no necessary connection between the type of design (experimental vs. non-
experimental) and the type of statistic applied to the data (such as t test vs. Pearson’s r)
(see Table 1.2). Because experiments often (but not always) involve comparison of
group means, ANOVA and t tests are often applied to experimental data. However, the
choice of a statistic depends on the type of variables in the dataset rather than on
experimental design. An experiment does not have to compare a small number of
groups. For example, participants in a drug study might be given 20 different dosage
levels of a drug (the independent variable X could be the amount of drug
administered), and a response to the drug (such as self-reported pain, Y) could be
measured. Pairs of scores (for X = drug dosage and Y = reported pain) could be
analyzed using methods such as Pearson correlation, although this type of analysis is
uncommon in experiments.

Internal validity is the degree to which the results of a study can be used to make
causal inferences; internal validity increases with greater experimental control of
extraneous variables. On the other hand, external validity is the degree to which the
results of a study can be generalized to groups of people, settings, and events that occur
in the real world. A well-controlled experimental situation should have good internal
validity.

Table 1.2  Statistical Analysis and Research Designs
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External validity is the degree to which the results of a study can be generalized
(beyond the specific participants, setting, and materials involved in the study) to apply
to real-world situations. Some well-controlled experiments involve such artificial
situations that it is unclear whether results are generalizable. For example, an
experiment that involves systematically presenting different schedules of reinforcement
or reward to a rat in a Skinner box, holding all other variables constant, typically has
high internal validity (if the rat’s behavior changes, the researcher can be reasonably
certain that the changes in behavior are caused by the changes in reward schedule,
because all other variables are held constant). However, this type of research may have
lower external validity; it is not clear whether the results of a study of rats isolated in
Skinner boxes can be generalized to populations of children in school classrooms,
because the situation of children in a classroom is quite different from the situation of
rats in a Skinner box. External validity is better when the research situation is closely
analogous to, or resembles, the real-world situations that the researcher wants to learn
about. Some experimental situations achieve strong internal validity at the cost of
external validity. However, it is possible to conduct experiments in field settings or to
create extremely lifelike and involving situations in laboratory settings, and this can
improve the external validity or generalizability of research results.

The strength of internal and external validity depends on the nature of the research
situation; it is not determined by the type of statistical analysis that happens to be
applied to the data.

1.8.2  Quasi-Experimental Design

Quasi-experimental designs typically include some, but not all, of the features of a
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true experiment. Often they involve comparison of groups that have received different
treatments and/or comparison of groups before versus after an intervention program.
Often they are conducted in field rather than in laboratory settings. Usually, the groups in
quasi-experimental designs are not formed by random assignment, and thus, the
assumption of equivalence of participant characteristics across treatment conditions is
not satisfied. Often the intervention in a quasi experiment is not completely controlled
by the researcher, or the researcher is unable to hold other variables constant. To the
extent that a quasi experiment lacks the controls that define a well-designed experiment,
a quasi-experimental design provides much weaker evidence about possible causality
(and, thus, weaker internal validity). Because quasi experiments often focus on
interventions that take place in real-world settings (such as schools), they may have
stronger external validity than laboratory-based studies. Campbell and Stanley (1966)
provide an extensive outline of threats to internal and external validity in quasi-
experimental designs that is still valuable. Shadish, Cook, and Campbell (2001)
provide further information about issues in the design and analysis of quasi-
experimental studies.

1.8.3  Nonexperimental Research Design

Many studies do not involve any manipulated treatment variable. Instead, the
researcher measures a number of variables that are believed to be meaningfully related.
Variables may be measured at one point in time or, sometimes, at multiple points in
time. Then, statistical analyses are done to see whether the variables are related in ways
that are consistent with the researcher’s expectations. The problem with
nonexperimental research design is that any potential independent variable is usually
correlated or confounded with other possible independent variables; therefore, it is not
possible to determine which, if any, of the variables have a causal impact on the
dependent variable. In some nonexperimental studies, researchers make distinctions
between independent and dependent variables (based on implicit theories about
possible causal connections). However, in some nonexperimental studies, there may be
little or no basis to make such a distinction. Nonexperimental research is sometimes
called “correlational” research. This use of terminology is unfortunate because it can
confuse beginning students. It is helpful to refer to studies that do not involve
interventions as “nonexperimental” (rather than correlational) to avoid possible
confusion between the Pearson’s r correlation statistic and nonexperimental design.

As shown in Table 1.2, a Pearson correlation can be performed on data that come
from experimental designs, although it is much more often encountered in reports of non-
experimental data. A t test or ANOVA is often used to analyze data from experiments,
but these tests are also used to compare means between naturally occurring groups in
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non-experimental studies. (In other words, to judge whether a study is experimental or
non-experimental, it is not useful to ask whether the reported statistics were ANOVAs
or correlations. We have to look at the way the study was conducted, that is, whether it
has the features typically found in experiments that were listed earlier.)

The degree to which research results can be interpreted as evidence of possible
causality depends on the nature of the design (experimental vs. nonexperimental), not on
the type of statistic that happens to be applied to the data (Pearson’s r vs. t test or
ANOVA). While experiments often involve comparison of groups, group comparisons
are not necessarily experimental.

A nonexperimental study usually has weak internal validity; that is, merely
observing that two variables are correlated is not a sufficient basis for causal
inferences. If a researcher finds a strong correlation between an X and Y variable in a
nonexperimental study, the researcher typically cannot rule out rival explanations (e.g.,
changes in Y might be caused by some other variable that is confounded with X rather
than by X). On the other hand, some nonexperimental studies (particularly those that take
place in field settings) may have good external validity; that is, they may examine
naturally occurring events and behaviors.

1.8.4  Between-Subjects Versus Within-Subjects or Repeated Measures

When an experiment involves comparisons of groups, there are many different ways
in which participants or cases can be placed in these groups. Despite the fact that most
writers now prefer to use the term participant rather than subject to refer to a person
who contributes data in a study, the letter S is still widely used to stand for “subjects”
when certain types of research designs are described.

When a study involves a categorical or group membership variable, we need to pay
attention to the composition of the groups when we decide how to analyze the data. One
common type of group composition is called between-subjects (between-S) or
independent groups. In a between-S or independent groups study, each participant is a
member of one and only one group. A second common type of group composition is
called within-subjects (within-S) or repeated measures. In a repeated measures study,
each participant is a member of every group; if the study includes several different
treatments, each participant is tested under every treatment condition.

For example, consider the caffeine/anxiety study. This study could be done using
either a between-S or a within-S design. In a between-S version of this study, a sample
of 30 participants could be divided randomly into two groups of 15 each. Each group
would be given only one treatment (Group 1 would receive a beverage that contains no
caffeine; Group 2 would receive a beverage that contains 150 mg caffeine). In a within-
S or repeated measures version of this study, each of the 30 participants would be
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observed twice: once after drinking a beverage that does not contain caffeine and once
after drinking a beverage that contains 150 mg caffeine. Another possible variation of
design would be to use both within-S and between-S comparisons. For example, the
researcher could randomly assign 15 people to each of the two groups, caffeine versus
no caffeine, and then assess each person’s anxiety level at two points in time, before and
after consuming a beverage. This design has both a between-S comparison (caffeine vs.
no caffeine) and a within-S comparison (anxiety before vs. after drinking a beverage
that may or may not contain caffeine).

Within-S or repeated measures designs raise special problems, such as the need to
control for order and carryover effects (discussed in basic research methods textbooks
such as Shaughnessy, Zechmeister, & Zechmeister, 2003). In addition, different
statistical tests are used to compare group means for within-S versus between-S
designs. For a between-S design, one-way ANOVA for independent samples is used; for
a within-S design, repeated measures ANOVA is used. A thorough discussion of
repeated measures analyses is provided by Keppel (1991), and a brief introduction to
repeated measures ANOVA is provided in Chapter 22 of this textbook. Thus, a
researcher has to know whether the composition of groups in a study is between-S or
within-S in order to choose an appropriate statistical analysis.

In nonexperimental studies, the groups are almost always between-S because they
are usually based on previously existing participant characteristics (e.g., whether each
participant is male or female, a smoker or a nonsmoker). Generally, when we talk about
groups based on naturally occurring participant characteristics, group memberships are
mutually exclusive; for example, a person cannot be classified as both a smoker and a
nonsmoker. (We could, of course, create a larger number of groups such as nonsmoker,
occasional smoker, and heavy smoker if the simple distinction between smokers and
nonsmokers does not provide a good description of smoking behavior.)

In experiments, researchers can choose to use either within-S or between-S designs.
An experimenter typically assigns participants to treatment groups in ways that are
intended to make the groups equivalent prior to treatment. For example, in a study that
examines three different types of stress, each participant may be randomly assigned to
one and only one treatment group or type of stress.

In this textbook, all group comparisons are assumed to be between-S unless
otherwise specified. Chapter 22 deals specifically with repeated measures ANOVA.

1.9  Combinations of These Design Elements

For clarity and simplicity, each design element (e.g., comparison of groups formed by
an experimenter vs. naturally occurring group; between-and within-S design) has been
discussed separately. This book covers most of the “building blocks” that can be
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included in more complex designs. These design elements can be combined in many
ways. Within an experiment, some treatments may be administered using a between-S
and others using a within-S or repeated measures design. A factorial study may include
a factor that corresponds to an experimental manipulation and also a factor that
corresponds to naturally occurring group memberships (as discussed in Chapter 13 on
factorial ANOVA). Later chapters in this book include some examples of more complex
designs. For example, a study may include predictor variables that represent group
memberships and also quantitative predictor variables called covariates (as in analysis
of covariance [ANCOVA], Chapter 17). For complex experiments (e.g., experiments
that include both between-S and within-S factors), researchers should consult books that
deal with these in greater detail (e.g., Keppel & Zedeck, 1989; Myers & Well, 1995).

1.10  Parametric Versus Nonparametric Statistics

Another issue that should be considered when choosing a statistical method is whether
the data satisfy the assumptions for parametric statistical methods. Definitions of the
term parametric statistics vary across textbooks. When a variable has a known
distribution shape (such as normal), we can draw a sketch of the entire distribution of
scores based on just two pieces of information: the shape of the distribution (such as
normal) and a small number of population parameters for that distribution (for normally
distributed scores, we need to know only two parameters, the population mean μ and the
population standard deviation σ, in order to draw a picture of the entire distribution).
Parametric statistics involve obtaining sample estimates of these population parameters
(e.g., the sample mean M is used to estimate the population mean μ; the sample standard
deviation s is used to estimate the population standard deviation σ).

Most authors include the following points in their discussion of parametric
statistics:
  

1. Parametric statistics include the analysis of means, variances, and sums of
squares. For example, t test, ANOVA, Pearson’s r, and regression are examples of
parametric statistics.

2. Parametric statistics require quantitative dependent variables that are at least
approximately interval/ratio level of measurement. In practice, as noted in Section
1.6, this requirement is often not strictly observed. For example, parametric
statistics (such as mean and correlation) are often applied to scores from 5-point
ratings, and these scores may fall short of satisfying the strict requirements for
interval level of measurement.

3. The parametric statistics included in this book and in most introductory texts
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assume that scores on quantitative variables are normally distributed. (This
assumption is violated when scores have a uniform or J-shaped distribution, as
shown in Figures 1.2 and 1.3, or when there are extreme outliers.)

4. For analyses that involve comparisons of group means, the variances of dependent
variable scores are assumed to be equal across the populations that correspond to
the groups in the study.

5. Parametric analyses often have additional assumptions about the distributions of
scores on variables (e.g., we need to assume that X and Y are linearly related to
use Pearson’s r).

It is unfortunate that some students receive little or no education on nonparametric
statistics. Most introductory statistics textbooks include one or two chapters on non-
parametric methods; however, these are often at the end of the book, and instructors
rarely have enough time to cover this material in a one-semester course. Sometimes
nonparametric statistics do not necessarily involve estimation of population parameters;
they often rely on quite different approaches to sample data—for example, comparing
the sum of ranks across groups in the Wilcoxon rank sum test. There is no universally
agreed-on definition for nonparametric statistics, but most discussions of nonparametric
statistics include the following:
  

1. Nonparametric statistics include the median, the chi-square (χ2) test of association
between categorical variables, the Wilcoxon rank sum test, the sign test, and the
Friedman one-way ANOVA by ranks. Many nonparametric methods involve
counting frequencies or finding medians.

2. The dependent variables for nonparametric tests may be either nominal or ordinal
level of measurement. (Scores may be obtained as ranks initially, or raw scores
may be converted into ranks as one of the steps involved in performing a
nonparametric analysis.)

3. Nonparametric statistics do not require scores on the outcome variable to be
normally distributed.

4. Nonparametric statistics do not typically require an assumption that variances are
equal across groups.

5. Outliers are not usually a problem in nonparametric analyses; these are unlikely to
arise in ordinal (rank) or nominal (categorical) data.

Researchers should consider the use of nonparametric statistics when their data fail
to meet some or all of the requirements for parametric statistics.5 The issues outlined
above are summarized in Table 1.3.

Jaccard and Becker (2002) pointed out that there is disagreement among behavioral
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